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Abstract

Problem definition: Online learning systems record rich data on student activities, yet teachers

still face a hard operational challenge: they must decide which students need support, which

skill requires attention, and how to use limited teacher time. Our paper addresses this challenge

in collaboration with an online education company. Methodology/results: We first define a bi-

nary label of intervention need based on sustained mastery: whether a student masters a skill

and continues to show evidence of mastery. Using a wide range of features constructed from

historical data, we predict the probability of needing intervention. We then formulate a capacity-

constrained scheduling problem that allocates limited teacher time based on these predictions

and how long students have waited for intervention. We retrospectively simulate how different

scheduling policies would have assigned teacher support over time. The results show our models

reduce intervention-delay cost significantly compared with commonly-used instructor heuristics.

In addition, models combining a student’s own history with cross-student information perform

better than models trained only on the focal student. We also find that scheduling policies that

combine predicted intervention need with a modest adjustment for waiting time perform best.

We conducted a four-week randomized field experiment that provides evidence that our models

increase students’ scores while significantly reducing learning time. Managerial implications: This

paper offers a practical approach for education providers seeking to scale teacher support. Better

prediction and scheduling can make better use of limited teacher time by balancing predictions of

intervention need with waiting times. The partner company has adopted the approach and plans

to expand its use.
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“It began with a consequential operational problem, was shaped by sustained engagement

with practitioners, produced a tool tested in a real instructional environment, and has already

improved our continuing academic operations. We are using the research output because it

helps us operate better.” — Owner of an online education franchise

1. Introduction

The growth of online learning systems has expanded opportunities for K-12 students to practice and

master concepts and skills, aligning with the National Academy of Engineering’s Grand Challenge

to advance personalized learning (National Academy of Engineering 2017). Online learning and

tutoring systems, such as Afficient Academy and Thinkster Math, allow students to learn various

skills at their own pace while enabling teachers to track their progress. Yet these same settings create

a central challenge: when students learn remotely and asynchronously, teachers have no direct cues

about who needs support and when.

Beyond automated features, online environments still rely on instructional staff to provide teacher

support through on-demand chat messaging, interactive digital whiteboards, or scheduled virtual

meetings that help students work through specific problems. However, teacher capacity is often

insufficient. In online environments, the behavioral cues that classroom teachers traditionally rely

on, such as visible confusion, frustration, or disengagement, are absent. While some systems pro-

vide teacher-facing dashboards to make student activity and performance visible, this information

does not automatically translate into timely instructional action. Teachers often lack support for

interpreting this data and converting it into meaningful interventions, a limitation highlighted by

the U.S. Department of Education’s report on artificial intelligence and teaching (U.S. Department

of Education 2023).

At the same time, online learning systems generate detailed data about student behavior. Activity

logs capture timestamps, response outcomes, response latency, and session progression, providing

signals that can help identify when students are struggling. These data create opportunities to

identify students’ need for support in a timely and systematic manner. In this paper, we collaborate

with an online education company to analyze student activity logs and predict when teacher support

is needed. We focus on a key instructional challenge: prioritizing students and skills for teacher

intervention when teacher capacity is limited. Our approach is designed to help teachers provide

targeted, skill-level support to the right student at the right time.

Turning student log data into teacher action first requires determining whether intervention is

needed. This is difficult because intervention need is not directly observable in the log data. A wrong
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answer, slow response, repeated attempts, pause, or session exit may indicate genuine need for help,

but it may also reflect productive struggle, temporary distraction, or normal variation in learning.

One advantage of log data is that it allows us to observe how a student progresses in the absence of

intervention and use subsequent progress to retrospectively assess whether intervention was needed.

Even with this retrospective information, the timing tradeoff remains: offering help too early may

interrupt productive learning, while offering it too late may leave students spinning their wheels

(Koedinger and Aleven 2007, Beck and Gong 2013). Furthermore, students may not reliably signal

when they need help, as prior work shows that students often struggle to judge when and how to use

help effectively (Aleven and Koedinger 2000). These challenges motivate our first research question:

How can we retrospectively identify whether intervention is needed using student log data?

In practice, intervention decisions must be made before future data are observed. The next

challenge, therefore, is to predict the need for intervention using only the information available at

the time of the decision. A student’s own history is particularly relevant because it captures that

student’s pace, prior attempts, errors, and recent progress on a skill. However, historical data may

be limited or noisy, especially when a student is new or exhibits inconsistent behavior across sessions.

Information from other students may improve prediction by drawing on the experiences of students

with similar learning patterns, but relying on such information may also obscure patterns that are

unique to the focal student’s learning trajectory. This tradeoff leads to our second research question:

How should student-specific and cross-student information be combined to predict whether a student

needs intervention for a specific skill?

Given a reliable predictive model, the remaining challenge is to translate predicted intervention

needs into teacher action. Because teacher capacity is limited, not every student-skill case identified

as potentially needing intervention can receive immediate attention. Although it may seem natural

to prioritize cases with the highest predicted probabilities of needing intervention, limited capacity

means that some cases must wait. Delaying intervention may allow students to continue struggling,

making waiting time an important consideration. This creates a scheduling tradeoff: should a teacher

prioritize a newly identified case with a high predicted probability, or a case with a lower predicted

probability but a longer wait time? This tradeoff motivates our third research question: How should

predicted probabilities of intervention need be converted into daily teacher intervention decisions under

limited capacity?

To answer these questions, we first identify intervention need using sustained mastery rather than

a single negative behavior. This approach recognizes that short-term performance and longer-term

learning can diverge: initial struggle may support learning, while short-term success may not translate
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into sustained mastery (Kapur 2016, Koedinger et al. 2012). In our setting, sustained mastery means

that a student reaches the highest level on a skill and continues to demonstrate mastery on that skill

within a follow-up window. We label a student-skill case as needing intervention when subsequent

progress indicates that sustained mastery is not reached within a calibrated number of responses.

To predict whether intervention is needed for each student-skill case, we construct features captur-

ing the student’s current level, prior experience with the skill, recent errors, response timing, pacing,

and learning context. We compare five predictive models that use student-specific and cross-student

information differently: a reference model trained on data from all students, an individual model

trained on only the focal student’s data, and three personalization models that combine reference-

and student-specific information in different ways.

Next, we translate predicted probabilities of intervention need into teacher action through a

scheduling policy that prioritizes student-skill cases based on an urgency score, which combines

the predicted probability of intervention need with waiting time. We optimize the weights using

retrospective simulations to minimize the cost of delayed help, subject to the teacher’s daily capacity

constraint. We also test the sensitivity of the optimal weights to the underlying cost structure.

The retrospective simulation results yield two main insights. First, cross-student information

is valuable for personalized support. The three personalization models achieve similar overall cost

rates and substantially outperform both the individual model and instructor heuristics. At a daily

capacity of five cases, these models achieve costs comparable to those of the individual model with

capacity for approximately seven cases, effectively creating “virtual capacity.” Second, scheduling

policies perform best when they prioritize predicted intervention need with a modest adjustment for

waiting time. This adjustment reduces prolonged delays for cases that need help, whereas excessive

emphasis on waiting time diverts capacity to older cases with low predicted need.

Finally, we implemented our method at a partner learning center and conducted a four-week

randomized field experiment with 175 students and 4 teachers. All teachers receive an activity

dashboard co-designed with the research team, and treated teachers additionally receive ranked

student-skill recommendations generated by our method. The results provide compelling evidence

of improved learning efficiency: students of treated teachers achieve larger weekly score gains while

spending less learning time. Heterogeneity analyses further reveal that students of treated teachers

with stronger prior progress see larger efficiency gains, while students of treated teachers with more

unresolved skill gaps see larger score gains. In interviews following the experiment, teachers in the

treatment group also report that the student-skill recommendations reduce their routine student-

review time by about a half.
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2. Literature Review

Our paper relates to three areas of research: education operations and personalized intervention,

pooled and individual predictive models, and prediction-driven intervention under limited capacity.

2.1 Education Operations and Personalized Intervention

Research in education operations examines how operational decisions shape access to learning, service

delivery, evaluation, and student support. Prior work has studied school logistics, school choice,

seat reassignment, testing incentives, resource acquisition, nonprofit support, broadband access, and

fairness in online teaching evaluation (Eisenstein and Iyer 1996, Ashlagi and Shi 2014, Feigenbaum

et al. 2020, Virudachalam et al. 2024, Keppler et al. 2022, Agarwal and Sen 2022, Guda et al. 2024,

Niewoehner et al. 2026, Kong et al. 2026). A related stream studies digital learning environments

as service systems: Zhang et al. (2017) show that designed social interaction improves learning

outcomes in massive open online courses. Wang et al. (2023) document gender-based disparities

in staff responses on Coursera discussion forums. Recent work on AI-assisted learning shows that

system-regulated assistance and student-chatbot interaction data can improve learning and support

adaptive practice sequencing (Poulidis et al. 2025, Chung et al. 2026). Goyal et al. (2026) show

that peer- and self-comparison nudges increase parental engagement on EdTech platforms. Building

on this literature, we develop a prediction-scheduling model that allocates limited teacher capacity

using student response-level data to predict the probability of intervention need and prioritize cases

for intervention.

Research on tutoring, intelligent tutoring systems, learning analytics, and teacher dashboards

provides the pedagogical foundation for personalized and timely intervention. Bloom (1984) doc-

uments large performance gains from one-on-one tutoring, while VanLehn (2011) and Kulik and

Fletcher (2016) show that intelligent tutoring systems can provide scalable individualized support.

Learning-analytics and teacher-dashboard studies emphasize that digital traces can support instruc-

tional decision making, but teachers often need actionable information rather than raw activity

summaries (Verbert et al. 2014, van Kessel et al. 2025, Keuning and van Geel 2021, Divanji et al.

2023). A related educational data mining stream models student knowledge and learning trajecto-

ries, including Bayesian knowledge tracing and deep knowledge tracing (Corbett and Anderson 1995,

Piech et al. 2015). We make learning analytics actionable by using student response-level data to

identify student-skill cases likely to need support and prioritize them within teachers’ daily capacity.

A central issue in defining intervention need is that immediate performance is not the same as

sustained learning. Correct responses may not indicate later retention or transfer, while early er-
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rors can occur during productive learning. Learning-science research shows that performance during

practice can be an unreliable indicator of later retention and transfer (Soderstrom and Bjork 2015,

Kapur 2016). In educational data mining, Wang and Beck (2012) show that counts of correct and in-

correct responses may not reliably predict long-term performance. Research on mastery criteria uses

transfer questions and delayed retention tests to evaluate mastery decisions, showing that mastery

definitions and thresholds affect their accuracy and durability (Kelly et al. 2015, Matayoshi et al.

2025). Work on wheel-spinning and productive persistence identifies unproductive struggle through

a lack of progress toward mastery over time rather than isolated errors (Beck and Gong 2013, Kai

et al. 2018). Motivated by this literature, we use students activity data to identify sustained mastery

and predict which student-skill cases are unlikely to reach it without intervention.

2.2 Pooled and Individual Predictive Models

Our prediction problem uses both shared patterns across students and the focal student’s own history.

Similar trade-offs between pooled and individual information arise in operations settings with limited

individual data. In retail demand prediction, Lei et al. (2025) combine category-level and product-

level sales information, using aggregate sales as regularization for the product-level model. Peng et al.

(2026) train submodels on data aggregated at different levels and combine their outputs through a

meta-model. These studies show how pooled data can improve individual prediction. We examine

this trade-off in predicting student-skill intervention need by comparing pooled, individual, and

hybrid models that use focal-student activity and cross-student learning patterns.

The hybrid models in our paper draw on three standard modeling ideas: stacking, residual cor-

rection, and instance weighting. Stacking combines predictions from multiple base models through

a second-stage model (Wolpert 1992, Breiman 1996, Ting and Witten 1999); more recent work also

uses stacking to combine predictive distributions (Yao et al. 2018). Residual correction models the

prediction error remaining after an initial model, following a logic related to additive boosting (Fried-

man 2001). Instance weighting adjusts the influence of training observations to address covariate

shift or other distribution mismatches (Shimodaira 2000, Jiang and Zhai 2007, Kouw and Loog 2021).

These ideas motivate our three hybrid designs.

2.3 Prediction-Driven Intervention Under Limited Capacity

Personalized prediction research uses behavioral data to support user-specific decisions. In retail and

online services, prior work uses customer characteristics and behavioral histories to infer preferences

and personalize rankings, assortments, promotions, and demand estimates (Yoganarasimhan 2020,

Jagabathula and Vulcano 2018, Bernstein et al. 2019, Aouad et al. 2023, Jagabathula et al. 2024,
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Cho et al. 2023). Yoganarasimhan (2020) develops a machine-learning framework for personalized

search ranking using search and click histories. Jagabathula and Vulcano (2018) estimate individual

preferences from transaction histories, product availability, and promotion data. Bernstein et al.

(2019) use dynamic clustering to personalize assortments, while Aouad et al. (2023) develop mar-

ket segmentation trees for interpretable personalized decisions. We extend this use of behavioral

data to personalized teacher support by translating student activity histories into intervention-need

probabilities that inform which student-skill cases receive limited teacher attention.

Data-driven decision models evaluate predictions through the decisions they inform. Personalized

assortment and promotion models connect estimated preferences to operational actions, such as

product assortments and targeted offers (Golrezaei et al. 2014, Jagabathula et al. 2022). Prescriptive

analytics and predict-then-optimize research similarly link prediction to downstream decision quality

(Bertsimas and Kallus 2020, Ban and Rudin 2019, Elmachtoub and Grigas 2022). In our setting,

predictions of intervention need guide how teachers allocate limited time across student-skill cases.

We therefore evaluate predictive models by the scheduling performance they support.

Service-operations research examines how limited capacity should be allocated when cases differ

in urgency, delay cost, or available information. Van Mieghem (1995) studies dynamic scheduling

with delay costs, Mandelbaum and Stolyar (2004) analyze scheduling with flexible servers, and Argon

and Ziya (2009) study priority assignment when customer types are imperfectly observed. In our

setting, whether a student needs intervention can only be predicted from their activity data. Our

scheduling policy balances predicted intervention need with waiting time.

3. Prediction-Scheduling Model for Capacity-Constrained Intervention

3.1 Self-Paced Learning Context

We collaborate with a K-12 online mathematics learning service provider. The learning materials are

organized around grade-level skills1 and personalized to each student’s proficiency level and progress.

Students proceed through these materials at their own pace. For each skill, the system provides a

learning session followed by subsequent practice sessions. In a learning session (Level 0), students

receive initial exposure to a new skill by reading sample questions and then responding to subsequent

questions. In a practice session, a total of six questions (each for a different skill) are asked, and

mastery of each skill is tracked on a four-level scale: a newly learned skill (i.e., learning session

passed) is at Level 1; at Levels 1 and 2, a correct response advances to the next level without a

1Sample skills: understanding bar graphs (1st grade), adding 1-digit numbers to 2-digit numbers with regrouping
(2nd grade), finding surface area of spheres (high-school geometry).
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time constraint; at Level 3, advancement requires a correct response submitted within a the system-

specified time limit. Level 4 represents mastery of that skill. After reaching Level 4, the system will

later reintroduce the same skill through review opportunities. Incorrect responses reduce the level by

one; at Level 1, an incorrect response moves the student to a make-up level, where another incorrect

response returns the student to the learning session. The system records data at response and

session levels, allowing us to reconstruct student learning trajectories for each skill. Each response

is associated with a specific skill and outcome (correct or incorrect). Each session is associated with

session type (learning or practice), starting time, and ending time.

In the next subsection, we consider a fully self-paced setting without teacher intervention and

retrospectively define whether a student would have needed intervention based on their subsequent

learning trajectory. In practice, our collaborator offers teacher tutoring, with tutoring frequency

varying across students, which will be discussed in the field experiment in Section 5.

3.2 Defining Prediction Target

Our prediction task is to use response-level histories and features derived from those histories (de-

tailed in Section 4.1; see Table A.1) to predict whether intervention is needed for each skill of each

student. If intervention is truly needed and the model predicts so, a teacher can provide timely

support before the student experiences prolonged struggle or discouragement.

Reaching Level 4 may not be sufficient evidence of successful learning because performance during

practice can differ from subsequent retention (Soderstrom and Bjork 2015). Discussions with our

collaborator indicate that some students reach Level 4 quickly but subsequently fall back to lower

levels. These situations are important for prediction of intervention need because a student who

briefly reaches Level 4 may still need support if that mastery is not sustained. We therefore define

successful learning of a skill using sustained mastery : after reaching Level 4, a student continues to

show mastery of the same skill during a follow-up two-week (14-day) window (which is chosen based

on the discussion with our collaborator). We assess robustness using alternative follow-up windows

of 7 and 21 days in Appendix B. Educational research has similarly distinguished immediate from

sustained mastery (McAlenney and Coyne 2015), while Kai et al. (2018) combine initial mastery with

subsequent retention performance when classifying student-skill outcomes in an online mathematics

platform.

Let S denote the number of students, indexed by i = 1, . . . , S. Let Ti denote the number of

responses (across all skills) provided by student i, indexed chronologically by t = 1, . . . , Ti. Let

sit denote the skill practiced by student i at response (i, t), and let ℓit denote the level of skill sit
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immediately after response (i, t). Let dit denote the number of days elapsed between student i’s first

recorded response in the dataset and response (i, t), so that each student’s history is normalized to

begin at day zero. As students are self-paced and use the system asynchronously, dit and djt (i ̸= j)

can be different days.

For each response (i, t), define qit =
t∑

u=1
1{siu = sit} as the cumulative number of same-skill

responses student i has completed up to and including response (i, t). Let Wit be the set of same-

skill responses observed from response (i, t) through the subsequent 14 days, including response (i, t):

Wit = {u : u ≥ t, siu = sit, diu ≤ dit + 14}. We define the sustained mastery indicator Ait as:

Ait = 1
{
ℓit = 4 and min

u∈Wit

ℓiu ≥ 3 and ℓi,maxWit = 4
}
, (1)

where Ait = 1 indicates that response (i, t) represents sustained mastery of the current skill sit,

meaning that the student reaches Level 4 at response (i, t), and all same-skill responses within the

following 14-day window stay at or above Level 3, ending at Level 4.

For student i and skill s, let Qis denote the cumulative number of responses on skill s at the time

student i first achieves sustained mastery on that skill:

Qis = min {qiτ : siτ = s, Aiτ = 1} . (2)

If achieving sustained mastery requires more responses than a skill-specific threshold, we consider

intervention to be needed on that skill. We let Qs denote this threshold for skill s. The threshold Qs

is defined at the skill level rather than the student-skill level. This is because Qs is a benchmark used

to determine whether the required number of responses is unusually large for skill s. Defining the

threshold separately for each student would absorb the student-level variation that the intervention

label is intended to capture. At the same time, allowing the threshold to vary by skill is appropriate

because skills differ in difficulty and in the amount of practice typically needed before mastery

(Koedinger et al. 2023).

Let Qs denote the minimum number of responses on skill s before intervention is considered.

Responses with qit ≤ Qsit correspond to an early exposure period (which can be part of a learning

session) for which intervention is not needed. Observations with qit ≤ Qsit are therefore excluded

from the model training process.

We now construct the target variable, an indicator for the true need for intervention:

yit = 1{Qi,sit > Qsit}, for qit > Qsit . (3)

Note that the future information is used only to construct the ground truth yit for model training,

validation, and testing. By definition, yit depends on response (i, t) only through skill sit: yit = 1
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indicates that student i needs more than Qsit responses to reach sustained mastery on skill sit.

Each response (i, t) is associated with a vector of response-level features, denoted by xit. The

construction of these features is described in Section 4.1; see Table A.1. Prediction models use xit to

estimate the probability that intervention is needed (i.e., yit = 1). These probabilities serve as inputs

to the capacity-constrained scheduling problem. We first formulate this problem in Section 3.3, taking

the predicted probabilities as given, and then describe various prediction models in Section 3.4.

3.3 Capacity-Constrained Scheduling Problem

As described in Section 3.1, students use the system asynchronously, and teachers observe response

histories on a daily basis. This motivates a daily scheduling formulation that aligns with realistic

teacher routines. On each day, the teachers can help at most K student-skill cases. In this section,

we describe how predicted probabilities of needing intervention are used to determine daily allocation

of teacher time across student-skill cases. Each day, scheduling determines who should receive help

and on which skill, based on information available as of that day.

Let m index a prediction model, and let p̂mit (θ) denote the predicted probability of student i

needing intervention for skill sit after response (i, t) under model m with hyper-parameters θ ∈ Θm

(which are optimized in Section 3.4).

3.3.1 Scheduling Policy

The scheduling policy translates the predicted probabilities of intervention need into an intervention

schedule, subject to a daily capacity of K cases. The scheduling decision also depends on the number

of days a case has remained in the queue without receiving intervention. Our approach is motivated

by Argon and Ziya (2009), who show that a generalized expected cµ policy, which prioritizes jobs

using a probability-weighted index of customers’ marginal delay costs, performs well relative to

alternative policies. Our setting similarly features uncertain job classes and nonlinear waiting costs,

but differs in the capacity constraint and in that the true waiting-cost function is unknown. We

therefore adopt a related index-based scheduling rule, with a weight parameter to be optimized in

Section 3.3.2.

Following a standard time-series cross-validation procedure, we partition the training set into

multiple folds. In each iteration, one fold is designated as the validation period, and all observations

preceding it form the sub-training set. Below, we describe the scheduling policy for a representative

validation period. The same procedure applies when we replace the validation set by the test set.

Let DV denote the number of days in a validation period, indexed by k = 1, . . . , DV . Let v1

denote the day (on the same scale as dit) on which the validation period begins. Thus, the k-th
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validation day is day vk = v1 + k − 1 (on the same scale as dit) for k = 1, . . . , DV .

Consistent with (3), only responses satisfying qit > Qsit are eligible for prediction and interven-

tion. For student i and skill s, let Vis denote the set of student i’s eligible validation-period responses

on skill s, i.e., Vis = {(i, t) : sit = s, qit > Qs, v1 ≤ dit ≤ vDV}. Throughout this section, we treat

θ as given and write p̂mit (θ) simply as p̂mit . We consider the maximum predicted probability in the

scheduling policy because Under model m, the maximum historical predicted probability of student

i needing intervention for skill s as of validation day vk is

pmax,m
isk = max

{{
p̂mit : (i, t) ∈ Vis, dit ≤ vk

}
∪ {0}

}
. (4)

Thus, if student i is not eligible for intervention on skill s by validation day vk, the maximum is taken

over an empty set together with 0, so pmax,m
isk = 0. We use pmax,m

isk because recent improvement does

not necessarily eliminate the need for intervention, consolidated by our collaborator. For example, a

student may improve while still relying on inefficient study methods.

All (i, s) pairs eligible for intervention enter a queue. The arrival day of (i, s) is

amis = min
{{

vh ∈ {v1, . . . , vDV} : ∃ (i, t) ∈ Vis with dit = vh
}
∪ {DV + 1}

}
. (5)

If (i, s) never enters the queue during the validation period, amis = DV + 1.

If (i, s) enters the queue by day vk, then the queue waiting time is:

Wm
isk = vk − amis . (6)

Let Mm,α
isk indicate whether student i has already received help on skill s before the scheduling

decision on validation day vk, under model m and waiting-time coefficient α (defined below in (7)).

We initialize Mm,α
is1 = 0 for all student-skill cases.

We rank student-skill cases by the following urgency score:

Gm,α
isk =

pmax,m
isk

(
1 + αWm

isk

)
, if Mm,α

isk = 0,

0, if Mm,α
isk = 1,

(7)

where α ≥ 0 controls the contribution of waiting time to the urgency score. If (i, s) enters the queue

after day vk, then pmax,m
isk = 0 and thus the ranking score defined in (7) is zero. A similar form of

the score is also proposed by Argon and Ziya (2009).

On day vk, given the urgency scores, the teachers allocate their available capacity K to the

student-skill cases with the largest scores. Let Gm,α
(1)k ≥ Gm,α

(2)k ≥ · · · denote the positive urgency

scores on day vk, ordered from largest to smallest. The intervention set on day vk, under model m
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and scheduling parameter α, consists of the pairs with the K largest urgency scores:

Im,α
k =

{
(i, s) : Gm,α

isk ≥ Gm,α
(K)k

}
, (8)

with ties resolved randomly, although ties occur rarely in practice because the urgency scores are

derived from probabilistic predictions using many features.

To model queue evolution in the retrospective simulation, we make the following assumption: if

student i receives help on skill s on a validation day, then the intervention is treated as resolving the

student’s need and achieving sustained mastery on that skill. In the field experiment in Section 5,

the student-skill case can reappear after help is provided if the model predicts further intervention

need. Thus, in the simulation, after the teachers help all student-skill cases in Im,α
k , the intervention

state is updated to

Mm,α
i,s,k+1 = max

{
Mm,α

isk ,1{(i, s) ∈ Im,α
k }

}
. (9)

Equations (4)-(9) constitute a retrospective simulation that runs from day v1 to day vDV
. We

implicitly assumed that intervention on one skill does not affect the probability of intervention need

on other skills; that is, skills are treated as independent of one another. One can think of our model

as operating over skillsets that belong to the same grade but can be learned and practiced in different

sequences. In our field experiment, we still forecast each skill individually, and teachers can choose

to address several related skills together within a single scheduled meeting, which effectively treats

that set of skills as one.

3.3.2 Validation Cost

To optimize the scheduling policy parameter α in (7), the validation procedure must evaluate in-

tervention schedules under various values of α. In practice, the true underlying costs are unknown.

If the policy is highly sensitive to these underlying costs, identifying an appropriate policy param-

eter would be challenging. To address this concern, we optimize α under a wide range of true cost

levels. Interestingly, we find that the optimal value of α remains relatively stable across these cost

specifications (detailed in Section 4). We introduce the cost specification used for validation below.

We evaluate each prediction-scheduling model, denoted by (m,α), by comparing the simulated

intervention schedule (described in Section 3.3.1) with the true intervention needs indicated by the

labels yit. If intervention is performed for a student-skill case with yit = 0, this consumes teacher

capacity that could instead have served a pair with genuine need. If intervention is not performed for

a response with yit = 1, the corresponding student-skill case continues to wait, incurring two types

of cost: the first cost increases in the number of days since the pair first exhibited true intervention

11



need, and the second cost increases in the number of subsequent responses without receiving help.

For each student-skill case (i, s), the first day on which intervention is truly needed (yit = 1) is

Nis = min {dit : (i, t) ∈ Vis, yit = 1} , (10)

with the convention that min∅ = ∞. For the prediction-scheduling model (m,α), define the first

validation day on which the scheduling policy assigns help to student-skill case (i, s):

Hm,α
is = min

{
vk : (i, s) ∈ Im,α

k

}
, (11)

with the convention that min∅ = ∞.

For student-skill case (i, s), we assess waiting cost at the time help is delivered, or at the end of

the validation period if help is not delivered. The assessment time for (i, s) is min {Hm,α
is , vDV + 1}.

Therefore, the waiting duration used for cost assessment is

Dm,α
is = max

{[
min {Hm,α

is , vDV + 1} −Nis

]
, 0
}
, (12)

This waiting duration differs from the queue waiting time in (6): queue waiting period starts from

the day a case becomes eligible for intervention, whereas the waiting duration in (12) is measured

from the first day when true intervention need arises and is used for cost evaluation.

Let Sval denote the set of students for whom the model is evaluated (this set can be either

in-sample or out-of-sample). Let Cwait(·) denote an increasing convex waiting-cost function with

Cwait(0) = 0. The total waiting cost under prediction-scheduling model (m,α) is

Cm,α
wait =

∑
i∈Sval

∑
s

1{Nis < ∞}Cwait

(
Dm,α

is

)
. (13)

Let Cmiss > 0 denote the cost, specific to student i, of a response (i, t) that is labeled as needing

intervention (yit = 1) but the corresponding student-skill case (i, sit) has not received teacher help

on or before the response day dit. The missed-intervention cost is

Cm,α
resp =

∑
i∈Sval

∑
s

∑
(i,t)∈Vis

Cmiss yit

[
1−Mm,α

i,s, dit−v1+1

]
. (14)

The scheduling policy parameter α is chosen to minimize the sum of the two cost components:

αm∗ ∈ arg min
α∈[0,1]

Cm,α
wait + Cm,α

resp . (15)

3.4 Prediction Models

Section 3.3 treats the prediction model m and the associated predicted probabilities of intervention

need p̂mit (θ) as given. In this subsection, we define five candidate models that generate the predicted
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probabilities. We chronologically partition the full response data into a training set and a test set.

Within the training set, we further divide data into a model-training subset and a validation subset.

For student i, let Di denote the labeled responses in the model-training subset, and let Vi denote the

labeled responses in the validation subset, which we used for validation in Section 3.3.

Students may differ in whether they permit their response data to be used to train a prediction-

scheduling model for serving other students. Let Sin denote the set of students who opt in to training

a prediction-scheduling model, and let Sout denote the set of students who opt out. All students

considered here permit their own data to be used for improving their own experience.

For all prediction-scheduling models, we set the validation student set for selecting the scheduling-

policy parameters to Sval = Sin, since the validation cost is evaluated using students whose data are

permitted for model training. Next, we describe the five prediction models.

Pooled Reference Model. This model estimates a single prediction function using the training

histories of students in Sin. This model aims to capture response-level learning patterns shared across

opt-in students.

Let L(y, p) denote a generic prediction loss function that compares the realized label y with the

predicted probability p. For example, L may be the binary cross-entropy loss function, but the

formulation below does not depend on this specific choice.

The pooled reference model estimates a single prediction function f̂ ref that is common for all

students. This function maps the response-level feature vector xit to a predicted probability of

intervention need for student i. This prediction function is determined by:

f̂ ref ∈ arg min
f∈Fref

∑
j∈Sin

∑
(j,t)∈Dj

L
(
yjt, f(xjt)

)
, (16)

where Fref denotes the class of candidate prediction functions. Although the model is trained only

on students in Sin, the fitted function f̂ ref maps any response-level feature vector xit to a predicted

probability of intervention need and can therefore be applied to both opt-in and opt-out students.

The pooled reference model does not directly account for systematic deviations of a focal student

from the average pattern. The personalization models incorporate student-specific information in

different ways. We present four personalization methods below.

Individual model. The individual model estimates a separate prediction function for each student

using only that student’s own history:

f̂ ind
i ∈ arg min

f∈Find

∑
(i,t)∈Di

L
(
yit, f(xit)

)
, i ∈ Sin ∪ Sout, (17)

where the function class Find shares the same broad form as Fref , but Find is typically more strongly
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regularized than Fref because it is estimated from less data.

Stacking Model. The stacking model follows stacked generalization, where level-0 base learners

generate predictions and a level-1 meta-learner combines them (Wolpert 1992, Breiman 1996, Ting

and Witten 1999). In our setting, the level-0 base learners are the individual model and the pooled

reference model. Let p̂indit = f̂ ind
i (xit) and p̂refit = f̂ ref(xit) denote the predicted probabilities from

the individual and pooled reference models, respectively. Let ϕit denote the level-1 input vector, or

meta-feature vector, constructed from these predicted probabilities. Different stacking specifications

may use different meta-feature vectors; in our implementation, ϕit is defined in (21) in Section 4.2.

The stacking predictor takes the form p̂stkit = g(ϕit), where g ∈ G is the level-1 meta-learner and G

denotes the class of level-1 prediction functions. Given the fitted level-0 base learners, the stacking

meta-learner for student i is estimated by

ĝi ∈ argmin
g∈G

∑
(i,t)∈Di

L
(
yit, g(ϕit)

)
, i ∈ Sin ∪ Sout. (18)

Residual Correction Model. This model begins with the pooled reference predictor and then

estimates a student-specific adjustment (Friedman 2001). Let p̂refit denote the pooled reference model’s

predicted probability for response (i, t), i.e., p̂refit = f̂ ref(xit). We define the corresponding log-odds

score as ηrefit = log

(
p̂refit

1−p̂refit

)
. The residual correction model adds a student-specific function hi(xit)

to this log-odds score and then maps the corrected score back to a probability: σ
(
ηrefit + hi(xit)

)
,

where σ(a) = 1/(1 + exp(−a)).

The correction function is estimated using the focal student’s own labeled response history. Let

Fres denote the function class for the residual correction. For student i, we estimate

ĥi ∈ arg min
h∈Fres

∑
(i,t)∈Di

L
(
yit, σ

(
ηrefit + h(xit)

))
, i ∈ Sin ∪ Sout. (19)

Focal-Weighted Model. The focal-weighted model personalizes the pooled reference model by

changing the relative influence of the focal student’s data history during estimation (Shimodaira

2000, Jiang and Zhai 2007). For a focal student i, let Sin \ {i} denote the set of opt-in students

other than i. We assign weight one to each response from students in Sin \ {i} and assign weight

wi to each response from the focal student. The weight wi controls how much the focal student’s

own history influences the fitted model relative to the pooled responses from other students. It is a

hyperparameter and the tuning procedure is described in Section 4.2. The focal-weighted model is
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then estimated as

f̂ foc
i ∈ arg min

f∈Ffoc

 ∑
j∈Sin\{i}

∑
(j,t)∈Dj

L
(
yjt, f(xjt)

)
+ wi

∑
(i,t)∈Di

L
(
yit, f(xit)

) , i ∈ Sin ∪ Sout. (20)

In all of the above prediction models, if i ∈ Sout, then the model is trained on data from students

Sin (except for the individual model) together with the focal student’s own data. The resulting

prediction function is specific to student i and is not shared with other students.

Instructor Heuristics. We also include three instructor heuristic methods as benchmarks. Each

heuristically produces a probability of intervention need. The first heuristic is a recent-error rule

based on the student’s last three responses on the same skill. For each student-skill case, it mea-

sures the proportion of recent same-skill responses that were incorrect. The second heuristic is a

cumulative-error rule. For each student-skill case, it counts the number of incorrect same-skill re-

sponses observed so far, divided by the largest cumulative error count among all cases waiting in

the queue that day. The third heuristic is a composite rule that combines several observable signs

that a student may be struggling: repeated mistakes on the same skill, extensive practice on the skill

without resolution, prior movement backward on the skill, and mistakes made earlier on the same

day. We scale each sign to [0, 1] and combine them using a weighted average, with weights derived

from feature importance metrics in a predictive model.

The three heuristic policies are also translated into daily schedules using the same method de-

scribed in Section 3.3.1, and thus they also have a scheduling parameter α, which we optimize using

the same validation-cost criterion. This ensures that the heuristic benchmarks are not disadvantaged

by ad hoc parameter choices. Therefore, any cost reduction achieved by our proposed method is mea-

sured against validation-tuned heuristic benchmarks and may be conservative relative to comparisons

with manually chosen heuristics.

4. Implementation and Simulation

4.1 Data and Features

As introduced in Section 3.1, we conduct our research in collaboration with a K-12 online mathematics

learning service provider. The system records data that capture each student’s learning history,

including session start and end times, skills attempted, response sequence, and outcome. To capture

the multifaceted nature of student learning, we engineer a comprehensive set of predictive features

derived from historical data (i.e., no information leakage). We construct 42 features organized into

five groups that characterize the student’s academic state, behavioral patterns, and learning context;

full definitions appear in Appendix A.
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The first group captures curricular position and mastery state (8 features), encoding the student’s

grade, chapter, and level at the start and end of each interaction, along with aggregate progress

indicators such as the remaining distance to Level 4 and the mean level across co-chapter skills. The

second group records skill and session history (7 features), summarizing the student’s cumulative

experience with the current skill—including session counts, cumulative mastery regressions, and the

degree of interleaving with other skills between successive encounters. The third group characterizes

error dynamics and help-seeking (12 features), capturing current response correctness, error streaks

at both the skill and day levels, quit behavior following correct or incorrect responses, and cumulative

hint usage. Within this group, skill-scoped features target the specific skill in focus, while day-scoped

features reflect the student’s broader daily engagement state. The fourth group encodes timing and

pacing (12 features), including raw and normalized response latencies, cumulative session and daily

time-on-task, break durations, and the recency of contact with the focal skill. Normalizing response

time by the system’s expected duration separates genuinely slow performance from inherently time-

consuming questions. The fifth group provides contextual information (3 features): weekday versus

weekend, school-year versus summer, and time of day.

Prior to model training, we apply a standardized preprocessing pipeline to manage skewed distri-

butions, efficiently process categorical data, and mitigate class imbalance. Six right-skewed contin-

uous features are log-transformed using log(1 + x) prior to modeling (marked with † in Table A.1).

Rather than relying on traditional one-hot encoding, five categorical variables (marked with ‡) are

encoded natively using XGBoost’s histogram-based split method. This approach groups categorical

values into statistical bins during tree construction, which improves memory efficiency and prevents

the feature sparsity issues often caused by one-hot encoding high-cardinality variables.

For the simulation, we focus on 25 students identified by our collaborator as largely independent

learners who rarely received teacher intervention, which allows us to simulate what would have

happened had a teacher intervened. In the field study in Section 5, we apply the model trained on

these 25 students to 175 students, demonstrating its usefulness. Table 1 summarizes the response-

level data of the 25 students, which contains 131,267 responses, 7,851 active student-days, 1,675 skills,

and 14,157 observed student-skill cases. The table also reports the prevalence of intervention-need

labels and variation across students.

4.2 Model Implementation and Evaluation

All models use the 42 response-level features described in Section 4.1. We implement the function

classes Fref , Find, Fres, and Ffoc using tree-based models in XGBoost (Chen and Guestrin 2016).
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Table 1: Summary statistics for the response-level data

Statistic Value

Data coverage and scale
Calendar span of observed responses Jun. 2020-Nov. 2025
Students 25
Observed response rows 131,267
Responses in learning sessions 68,725
Responses in practice sessions 62,542
Active student-days with at least one response 7,851
Distinct skills 1,675
Observed student-skill cases 14,157
Response rows labeled as needing intervention 87,745 (66.8% of total rows)
student-skill cases ever labeled as needing intervention 3,807 (26.9% of total pairs)

Student-level heterogeneity median [25th, 75th; min-max]
Responses per student 4,745 [3,019, 6,480; 1,342-14,691]
Active student-days per student 269 [193, 441; 70-609]
Distinct skills per student 567 [389, 682; 137-1,397]
Intervention-need response share per student 64.8% [56.6%, 73.6%; 33.1%-82.5%]
student-skill cases ever needing intervention per student 136 [85, 197; 24-360]

We implement the stacking meta-learner with logistic regression. The meta-learner uses six derived

features:2

ϕit =
(
p̂indit , p̂refit , p̂indit − p̂refit , p̂indit · p̂refit , |p̂indit − 0.5|, |p̂refit − 0.5|

)
. (21)

For the focal-weighted model, the weight wi is derived from a focal-weight fraction hyperparame-

ter ρ, which is tuned jointly with the XGBoost hyperparameters using chronological inner validation.

After selecting ρ̂i, we convert it into the deterministic weight wi = max
{

ρ̂i
1−ρ̂i

· n−i

ni
, 1
}
, where ni

is the number of focal-student training observations and n−i is the number of training observations

from the pooled comparison set.

Calibration of Qs. We calibrate the skill-specific intervention threshold Qs used in (3). For

each skill s, we define Qs as the 75th percentile of Qis, the total number of same-skill responses

required for sustained mastery, computed across the skills with similar system-specified time limit;

see Appendix C for the details. We also vary the percentile used to determine Qs from the 75th to

the 70th and 80th percentiles, with results reported in Appendix Table B.1.

Model Calibration and Evaluation. Although all 25 students permit their data to be used for

model training, we generate 50 random splits, each assigning 20 students to an opt-in group and five

2The first two features are the level-0 predicted probabilities. The third feature captures signed disagreement
between the two base learners. The fourth feature captures whether both base learners assign high intervention risk.
The fifth and sixth features measure how far each base prediction is from the probability midpoint 0.5, which serves
as a simple confidence proxy. All six features are standardized before fitting.
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to a simulated opt-out group. Opt-in students’ histories support shared model training, whereas an

opt-out student’s histories are used only to personalize predictions for that student.

We use standard time-series cross-validation to select prediction-model hyperparameters. Models

are fitted on training data, and hyperparameters are selected to maximize mean ROC-AUC across

subsequent validation folds. Predictions are generated before calibrating scheduling parameter α.

Next, for each model, we select α∗ that minimizes total opt-in students’ validation cost pooled

across 23 folds and all 50 splits. Each validation window is simulated independently, without carrying

over queue states or simulated interventions. For the cost functions in Section 3.3.2, we use a

quadratic waiting-cost function Ci,wait(x) = x2 + x, where x is waiting time in days, and a response-

level missed-intervention cost Ci,miss = 0.1. To examine how sensitive the scheduling policy parameter

α is to the cost function, we also experimented with two higher cost specifications, Ci,wait(x) =

10x2 + x and Ci,wait(x) = 100x2 + x.

Finally, we evaluate model performance using simulated cost over 28-day test windows, using

held-out observations from the 20 opt-in students and observations from the five simulated opt-out

students. Within each split, we calculate each group’s cost rate by dividing its total cost by its

number of true-need cases identified before simulation, pooling both quantities across test windows.

We then average the performance measures across the 50 splits.

4.3 Simulation Results

4.3.1 Overall Performance

Table 2 reports the overall performance of various prediction-scheduling models on the test data.

The table compares the pooled reference model, the four personalization models, and the instructor

heuristics. For each prediction model, the scheduling policy parameter α is optimized and then held

fixed when the cost is assessed separately for opt-in and opt-out students.

The main performance measure is the cost rate, defined as total cost divided by the number of

pre-retrospective simulation true-need student-skill cases. The total cost consists of two components

defined in Section 3.3.2. The all-student rate uses the combined cost and case count. Reported rates

are averaged across 50 splits. The table also reports ROC-AUC.

Table 2 shows that all five models substantially outperform the instructor heuristics, highlight-

ing the value of using prediction-scheduling models. For all students, the reference base, residual-

correction, and stacking models have similar cost rates and their confidence intervals largely overlap,

suggesting that an aggregate-cost objective would be largely indifferent among these three models.

By contrast, the focal-weighted and individual models have significantly higher all-student cost rates.
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Table 2: Overall performance of various prediction models, Ci,wait(x) = x2 + x

Model α∗ Cost rate
[5th-95th percentile]

Waiting
cost rate

Missed-intervention
cost rate

ROC-AUC

All students

Reference base 0.038 15.00 [10.40, 22.18] 14.63 0.37 0.972

Residual-correction 0.030 15.04 [10.25, 22.29] 14.70 0.34 0.972

Stacking 0.016 15.52 [11.20, 22.75] 15.14 0.39 0.968

Focal-weighted 0.013 20.43 [14.10, 30.32] 20.16 0.27 0.961

Individual 0.031 33.04 [26.32, 40.43] 32.55 0.49 0.930

Instructor heuristic 1 0.500 73.71 [64.41, 83.00] 73.16 0.56 0.717

Instructor heuristic 2 1.000 41.24 [34.50, 49.87] 40.76 0.48 0.887

Instructor heuristic 3 0.016 33.93 [27.03, 42.95] 33.64 0.29 0.913

Opt-in students

Reference base 0.038 13.13 [9.62, 16.81] 12.82 0.32 0.972

Residual-correction 0.030 13.15 [9.69, 16.78] 12.85 0.30 0.972

Stacking 0.016 12.93 [9.55, 17.35] 12.60 0.33 0.969

Focal-weighted 0.013 23.33 [15.92, 34.59] 23.03 0.30 0.958

Individual 0.031 21.46 [15.28, 28.54] 21.12 0.34 0.944

Instructor heuristic 1 0.500 73.07 [61.72, 84.76] 72.57 0.50 0.717

Instructor heuristic 2 1.000 38.23 [32.38, 44.78] 37.80 0.43 0.886

Instructor heuristic 3 0.016 30.95 [25.20, 39.21] 30.69 0.26 0.913

Opt-out students

Reference base 0.038 19.10 [9.93, 34.80] 18.63 0.47 0.970

Residual-correction 0.030 19.24 [9.81, 35.79] 18.80 0.44 0.970

Stacking 0.016 21.14 [12.50, 33.63] 20.64 0.50 0.966

Focal-weighted 0.013 15.09 [9.49, 23.16] 14.89 0.20 0.969

Individual 0.031 57.67 [36.58, 86.23] 56.89 0.79 0.911

Instructor heuristic 1 0.500 76.37 [52.17, 106.72] 75.69 0.68 0.705

Instructor heuristic 2 1.000 48.08 [33.87, 72.56] 47.51 0.57 0.880

Instructor heuristic 3 0.016 40.77 [26.49, 65.28] 40.42 0.35 0.911

Notes: Cost rate is the mean across 50 splits. Brackets report the 5th and 95th percentiles of the 50 split-level cost
rates. These ranges describe sensitivity to the randomized 20/5 student assignment. Cost rate equals waiting cost
plus missed-intervention cost, up to rounding. ROC-AUC is computed separately within each evaluation group and
then averaged across 50 splits.

Across the five prediction-scheduling models, the dominant cost component is waiting cost, which

reflects true-need cases that have entered the queue but remain unserved because of limited teacher

capacity. Due to the importance of waiting cost, one may expect that the scheduling policy should

put more weight on waiting time. However, the optimal weight α∗ shown in Table 2 is actually small,

ranging from 0.013 to 0.038. We suspected that α∗ might be driven by the specific cost function

used, so we tested two cost functions with substantially higher waiting-cost coefficients; the detailed

results are reported in Appendix B. Surprisingly, the optimal α∗ remains in about the same range:

under Ci,wait(x) = 10x2 + x, α∗ ranges from 0.018 to 0.043; under Ci,wait(x) = 100x2 + x, α∗ ranges

from 0.018 to 0.049. We intuitively explain this result below.

A large weight on waiting time can prioritize older cases with a low predicted probability of need-
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ing intervention, including false positives, over newer cases with a much higher predicted probability.

Serving these low-risk cases uses limited teacher capacity and delays support for students who are

more likely to need intervention, thus increasing the waiting cost associated with true intervention

needs. The optimized policies therefore balance the predicted probability of needing intervention

with waiting time. The next subsection illustrates these queue dynamics in more detail.

The subgroup results reveal an important tradeoff. For opt-in students, stacking and residual-

correction perform best (cost rates 12.93 and 13.15), whereas for opt-out students, the focal-weighted

model performs best (cost rate 15.09). This suggests that the model preferred by the all-student

operating objective need not be the model that minimizes cost for each subgroup.

4.3.2 Scheduling Policy Comparison

The preceding results evaluate each model under its optimized scheduling policy. It is also useful

to compare these optimized policies with two simpler benchmark scheduling rules, as shown in

Figure 1. These benchmarks are discussed after (7): the first being a zero waiting-adjusted policy,

with α = 0; the second being a proportional waiting-adjusted policy with α = 1 (i.e., each additional

day of waiting increases the urgency score by p). Comparing these two benchmark policies with the

optimized policies in Table 2 reveals the value of balancing predicted intervention need and waiting

time rather than relying exclusively on either criterion.

Figure 1: Cost rate under alternative scheduling policies
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Although the optimal weights for waiting time are generally small, omitting the waiting-time

adjustment increases total cost relative to the optimal policy by about 20.5% for the reference

base model, 20.1% for residual-correction, and 22.4% for stacking. These increases show that a

small waiting-time adjustment helps prevent prolonged delays for true-need cases. The proportional

waiting-adjusted policy, however, performs worse than both the optimal policy and the zero waiting-

adjusted policy.

Figure 2 and Figure 3 illustrate queue dynamics and waiting times for the residual-correction
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Figure 2: Scheduling dynamics for residual-correction model (K = 5)

True-need arrivals Non-need arrivals True positives served False positives served True-need waiting

(a) α = 0

3 6 9 12 15 18 21 24 27
Simulation day

−5

0

10

20

30

40

N
um

be
r o

f s
tu

de
nt

-s
ki

ll 
ca

se
s

Cost rate: 21.60

(b) α∗ = 0.030
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(c) α = 1
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Notes: Each arrival is a student-skill case. The red line reports the number of unserved true-need cases remaining
after daily service; therefore, its daily change equals dark-blue arrivals minus dark-green service. The corresponding
stock of waiting non-need cases is not shown.

Figure 3: Waiting-time composition of the true-need queue
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(b) α∗ = 0.030
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(c) α = 1
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Notes: Each bar counts true-need student-skill cases remaining after daily service, matching the red queue line in
Figure 2. Each unit-height segment represents one case; darker red indicates more days waiting since true need first
arose.
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model during a representative simulation period. In Figure 2, positive bars show the daily arrivals

of student-skill cases: dark blue denotes cases with true intervention need at arrival, and light blue

denotes cases without true need at arrival. The negative bars describe how the daily teacher capacity

of K = 5 is used: dark green denotes true-positive cases served, and light green denotes false-positive

cases served. Teachers observe only each queued case’s predicted probability of intervention need

and waiting time, not its true-need status. The red curve shows the number of unserved true-need

cases remaining after daily service. Figure 3 shows the waiting-time composition of this queue, with

darker red indicating longer waits and the longest-waiting cases stacked at the top.

Figures 2 and 3 show that a smaller true-need queue does not necessarily imply a lower cost.

Using the residual-correction model with a daily capacity of five cases, the zero waiting-adjusted

policy (α = 0) leaves only 7 true-need cases, compared with 15 under the optimal policy (α∗ = 0.030),

yet incurs a higher cost rate, 21.60 versus 19.13. The true-need cases still unserved at the end of the

simulation have waited an average of 7.7 days under the zero waiting-adjusted policy and 5.0 days

under the optimal policy. A stronger adjustment (α = 1) leaves 33 cases with an average wait of 5.2

days and raises the cost rate to 37.33. Moreover, the light green bars in Figure 2 show that stronger

waiting adjustments also direct more capacity to false positives.

Waiting-time adjustment improves scheduling when the benefit of reducing prolonged delays

outweighs the cost of diverting capacity to false positives. Under the zero waiting-adjusted policy

(α = 0), cases with high predicted probabilities receive priority, but true-need cases with lower

predicted probabilities can be repeatedly postponed, as indicated by the darker red segments in

Panel (a) of Figure 3. A modest waiting adjustment brings some of these cases forward and reduces

prolonged delays. It also brings forward some false positives, leaving less capacity for true-need

cases. Under the optimal policy (α∗ = 0.030), the benefit of reducing long waits outweighs this loss

of capacity, yielding a lower cost despite a larger ending queue. The proportional waiting-adjusted

policy (α = 1) gives older, low-probability cases too much priority, directing more capacity to false

positives and allowing the true-need queue to grow. Thus, a modest adjustment reduces costly delays

without diverting too much capacity from cases that need intervention.

4.3.3 Capacity Sensitivity and Virtual Capacity from Model Choice

Figure 4 reports the sensitivity of the optimized prediction-scheduling policies to the daily capacity

K. Across all models and student groups, increasing daily capacity from K = 5 to K = 10 reduces

the cost rate by roughly 83-94%, with a clear diminishing marginal benefit of additional capacity.

An important implication is that the preferred model is capacity-dependent. When capacity is
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Figure 4: Capacity sensitivity of test cost

Reference base Residual-correction Stacking Focal-weighted Individual

(a) All students

5 6 7 8 9 10
capacity K

0

5

10

15

20

25

30

C
os

t r
at

e

(b) Opt-in students

5 6 7 8 9 10
capacity K

0

5

10

15

20

C
os

t r
at

e

(c) Opt-out students

5 6 7 8 9 10
capacity K

0

10

20

30

40

50

60

C
os

t r
at

e

low, differences in the best three models are indistinguishable. As K increases, however, their relative

performance changes. At K = 10, residual-correction has the lowest mean cost for all students and

opt-out students, although its costs remain very close to those of the reference base model. Stacking

retains the lowest mean cost for opt-in students. Thus, model selection should not be evaluated at

a single fixed capacity level; the best model depends on the operational environment in which it is

used.

These results also clarify the role of personalization. The individual model can be viewed as

a natural personalized intervention strategy because it estimates student-specific prediction rules.

Yet across most settings, this individualized approach performs worse than models that borrow

information across all students.

The size of this effect is operationally meaningful. At K = 5, the individual policy has a cost of

roughly 33 for all students, compared with about 15 for the reference base, residual-correction, and

stacking policies. Achieving a similar reduction by capacity expansion alone would require increasing

the individual-policy capacity from K = 5 to at about K = 7, where its mean cost falls to 14.49.

For opt-out students, the gap is even larger: the individual policy at K = 5 has a cost close to

58, while the best non-individual policies are near 15-19, which is comparable to increasing the

individual-policy capacity to roughly K = 8-9.

Thus, model choice can be interpreted as creating “virtual capacity.” Better models (with opti-

mized scheduling policy) reduce the amount of teacher time wasted on low-value cases and therefore

allow the same physical capacity to behave as if it were larger. Thus, expanding teacher capacity
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directly lowers cost, while choosing the right model can create similar cost reduction without adding

teacher slots. The best system is one that needs both enough capacity to prevent persistent backlog

and a model choice with optimized rule that effectively use each unit of capacity.

5. Field Experiment

The retrospective simulation in Section 4.3 evaluates our prediction-scheduling framework using

historical data from 25 students. The goal of the field experiment is to test whether this framework

delivers real gains when deployed live, with actual instructors making actual decisions, and whether

it generalizes beyond the 25-student sample used for model development and simulation. To this

end, we deploy the framework to a substantially larger and more heterogeneous population: all 175

students taught by our four participating instructors.

5.1 Experimental Design and Implementation

We conduct a randomized field experiment with 175 students and four instructors at our partner

learning center. Deployment began August 10 through August 16, during which participating in-

structors used the author-designed dashboard in a one-week trial that allowed the team to resolve

implementation issues and familiarize instructors with the workflow. The intervention began on

August 17, 2026, and the analysis follows students through September 13, 2026.

Experimental groups. The instructors are matched into two pairs using their characteristics

measured during the pretreatment period, which covered January 5 to June 7, 2026.3 Within each

pair, instructors are randomly assigned to the treatment and control groups. We use {e, i} to denote

the two treated instructors, who teach 106 students, and {C, S} to denote the two control instructors,

who teach 69 students. Students remain exclusively with their original instructors throughout the

analysis. Appendix Table E.1 compares the groups on pretreatment characteristics. The absolute

standardized mean differences (ASMD) are below 0.20 for all characteristics, except for school grade,

whose ASMD is 0.32.

Treatment. Instructors in both groups received the same student activity watchlist, learning

histories, and tools for recording assistance, as illustrated in Figure F.1 in Appendix F. The treated

instructors additionally received a list of student-skill cases ranked by their urgency scores defined

in (7). Figure F.2(a) presents the recommendation list, and panel (b) presents the supporting

information for a selected case.

Instructors routinely review students’ learning records to identify difficulties and determine who

3The spring semester runs from January 5 to June 5, 2026. We extended the window by two days to cover complete
weeks.
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may need assistance. When additional support is needed, they can schedule a meeting with the

student. In the treatment group, the recommendation dashboard supports this workflow by providing

a ranked list of student-skill cases for review. Instructors examine the recommended student-skill

cases and associated records, decide whether and how to provide assistance, and record their follow-

up in the system. The dashboard guides instructors’ attention, while instructors retain discretion

over whom to intervene and how to deliver support.

We generated recommendations using student-specific residual correction with a pooled-reference

model fallback. Each student-specific residual correction model was trained on that student’s records

from January 5 through August 9, 2026. We use the pooled-reference model when a student’s eligible

training data contains only one outcome class (yit = 0 or 1 for all training data) and for new students

who enter after August 9, 2026.

In the field experiment, we used the scheduling policy described in Section 3.3.1. For the residual-

correction model, the optimal waiting-time weight was α∗ = 0.03, as reported in Table 2. The model

parameters and α∗ remained fixed during the experiment, while predictions, waiting times, and

rankings updated daily.

Capacity takes the form of a scheduled half-hour block. Each treated instructor receives the

ranked recommendations and helps as many student-skill cases as time allows, choosing from those

are highly ranked first. We view this as a natural real-world analogue of the ranking rule studied in

Section 3.3.1.

5.2 Measurement and Empirical Strategy

We examine three weekly outcomes: goal-adjusted score gain, learning time, and learning efficiency.

Goal-adjusted score gain measures progress toward the grade-specific score goal. Raw score change

assigns the same value to a one-point increase regardless of the starting score, even though there is

less room for improvement near the goal. Our collaborator also indicates that further improvement

near the goal is typically more difficult and requires greater student effort. The pretreatment data

are consistent with this concern: mean uncapped raw gain decreases from 0.189 points for sessions

beginning at 40-60% of the goal to 0.113 at 90-95% and 0.052 at 95-100%. Appendix Table G.1

reports these patterns. Thus, the goal-adjusted score gain captures progress while accounting for the

remaining room for improvement.

We measure goal-adjusted score change using a normalized log transformation that gives greater

weight to gains near the score goal. For student i in session s, let Sstart
is and Send

is denote the

starting and ending scores, each capped between zero and the grade-specific goal. The session-level
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goal-adjusted score change is

∆Lis =
100

log
(
(Mg(s) + 2)/2

) log(Mg(s) + 2− Sstart
is

Mg(s) + 2− Send
is

)
,

where g(s) is the grade practiced in session s, and Mg(s) is the corresponding score goal. The score

goal is 95 for Grades 1-5, 94 for Grades 6-8, and 93 for Grades 9-12. Using pretreatment data only,

we select an offset of 2 to balance near-goal adjustment against skewness. As shown in Appendix

Table G.1, this offset produces the least skewed distribution among the values considered. Weekly

goal-adjusted score gain is the sum of the session-level gains within each student-week.

Learning time measures the total number of minutes a student spends learning and practicing

skills on the platform each week. Learning efficiency captures goal-adjusted score gain per hour of

platform learning and is calculated by dividing weekly goal-adjusted score gain by weekly learning

time in hours.4

We estimate the treatment effect on weekly outcomes using a difference-in-differences specifica-

tion:

Yiw = αi + λw + β
(
Ti × Postw

)
+ εiw, (22)

where Yiw represents each of the three outcome variables for student i in week w, and αi and λw are

student and calendar-week fixed effects, respectively. The dummy variable Ti indicates assignment

to a treatment instructor, and Postw is an indicator for the post-treatment period (i.e., August

17-September 13). The coefficient of interest, β, captures the average treatment effect.

We further examine the heterogeneous treatment effects along two dimensions: pretreatment

progress and unresolved skill difficulty; for each dimension, a binary indicator Gi identifies the focal

subgroup. The first captures how quickly a student previously progressed relative to comparable stu-

dents, while the second uses unresolved make-up skills as a sign of student struggle (validated by our

collaborator). For pretreatment progress, we calculate each student’s equal-week mean conditional-

progress percentile during January 5-June 7, using a common spring semester benchmark that condi-

tions on starting score and practiced grade. Students with a mean percentile below 0.50 are classified

as having lower pretreatment progress (Gi = 1), while those at or above 0.50 form the higher pre-

treatment group (Gi = 0). Unresolved skill difficulty identifies students struggling with skills before

implementation. For this classification, Gi = 1 if a student had at least one skill explicitly recorded

in make-up status during July 13-August 9 that remained unresolved by August 9: the skill had

not subsequently reached proficiency (Level 4). For each pretreatment classification, we estimate the

4Efficiency is defined only when weekly learning time is positive.
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heterogeneous-treatment-effect DID model:

Yiw = αi + λw + η(Gi × Postw) + β(Ti × Postw) + θ(Ti × Postw ×Gi) + εiw, (23)

where β is the treatment effect for the Gi = 0 subgroup, β + θ is the effect for the Gi = 1 subgroup,

and θ captures the heterogeneity. Both classifications use only pretreatment information.

Because treatment is assigned at the instructor level, we cluster inference by instructor. Conven-

tional cluster-robust inference is unreliable with only four clusters, so we conduct inference using the

wild cluster bootstrap with Webb’s six-point weights, which are designed to reduce the discreteness

of bootstrap inference when the number of clusters is small (Webb 2023).

5.3 Results

Post-experiment interviews suggest higher instructor review throughput with recommendation access

than under their usual review process without them. Instructors described spending approximately

2-3 hours reviewing student records while managing a caseload of about 70 students. Without

recommendations, they reported reviewing 3-6 students per hour, depending on the complexity of

each student’s learning difficulties. The two treated instructors reported reviewing 6-12 students per

hour using the recommendation system. These self-reported comparisons suggest an improvement

in instructors’ review throughput.

Table 3 reports the resulting estimates of the average and heterogeneous treatment effects on

goal-adjusted score gain, learning time, and learning efficiency. Panel A shows the estimates of the

average treatment effect. We find that, relative to the control group, treated students gain 1.840

more transformed points per week in goal-adjusted score (p = 0.0525),5 while spending 30.035 fewer

minutes per week on the platform (p = 0.0602). Correspondingly, their learning efficiency is higher

by 1.647 transformed points per hour (p = 0.0494). These results suggest that our recommendations

help instructors identify consequential learning barriers sooner, allowing their students to make faster

progress with less platform practice.

Panel B shows how the treatment effects vary between students with slow and fast pretreatment

progress. For goal-adjusted score gain, the difference between the two subgroups is statistically

insignificant. However, faster-progressing students experience larger time savings and efficiency gains

than slower-progressing students. In sum, faster-progressing students gain more in time savings and

efficiency from the quicker targeting of help that the recommendations prompt.

Panel C shows how the treatment effects vary between students with and without pretreatment

5If 1.840 transformed points come from one session with a goal of 95, they correspond to raw-score gains of approx-
imately 3.24 points from a starting score of 50, 1.17 from 80, 0.48 from 90, and 0.21 from 94.
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Table 3: Four-week difference-in-differences results and treatment-effect heterogeneity

Dependent variable
Goal-adjusted
score change

Learning time Learning efficiency

Panel A. Average treatment effect

All eligible students 1.840∗ −30.035∗ 1.647∗∗

(0.432) (16.258) (0.149)

Panel B. Heterogeneity by pretreatment conditional progress

Slower pretreatment progress (G = 1) 1.682∗ −26.926 0.979∗

(0.316) (22.393) (0.365)

Faster pretreatment progress (G = 0) 2.449∗ −52.426∗ 2.426∗

(0.740) (19.271) (0.179)

Difference −0.767 25.500∗ −1.447∗

(0.977) (5.941) (0.440)

Panel C. Heterogeneity by signs of struggle

Observed signs of struggle (G = 1) 3.614∗ 10.249 2.415∗∗

(0.852) (36.537) (0.203)

No observed signs of struggle (G = 0) 1.710∗∗ −50.860∗ 2.297∗

(0.642) (22.267) (0.430)

Difference 1.903∗ 61.109 0.118

(0.517) (45.324) (0.451)

Notes: Instructor-clustered standard errors are reported in parentheses. Significance levels are based on two-sided, null-imposed
Webb wild-cluster bootstrap p-values, enumerating all 1,296 instructor-level weight vectors. ∗p < 0.10; ∗∗p < 0.05; ∗∗∗p < 0.01.

signs of struggle. We find that students with a sign of pretreatment struggle achieve more score

improvement under the treatment than those without, with a difference of 1.903 transformed points

(p = 0.0509). However, the differences in learning time and efficiency are statistically insignificant.

The pattern suggests that the recommendations help instructors identify unresolved skill gaps and

provide targeted support that translates into greater learning gains.

Robustness checks. We conduct a pre-intervention placebo analysis and examine alternative

posttreatment windows in Appendix H. Appendix Table H.1 reports two pre-intervention placebo

tests using May 11-June 7 as the placebo treatment period and January 5-May 10 as the baseline.

The first retains the actual instructor assignments, while the second randomly exchanges one treat-

ment and one control instructor. Under both assignments, none of the three outcomes is statistically

significant at the 10% level. Thus, the placebo tests provide no evidence that treatment-like differ-

ences in goal-adjusted score gain, learning time, or learning efficiency were already present before

deployment. Moreover, Table H.2 reports estimates using the first one, two, and three weeks after

deployment. The directions of the estimates are generally stable across these windows, indicating

that the main findings are not driven by a single follow-up week.

Summary. The field experiment provides evidence that the gains from our prediction-scheduling

models extend beyond retrospective simulation to actual deployment. Across 175 students, we find

meaningful estimated improvements in goal-adjusted score gain and learning efficiency, together with
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reduced learning time (Table 3). These benefits emerge quickly, within two weeks of deploying the

recommendations, and persist as the follow-up window lengthens (Appendix Table H.2). Because

treatment is randomized at the instructor level across four instructors, we use small-cluster-adjusted

inference and the estimates are consistent across outcomes and time windows. Instructors report

reviewing twice as many students per hour with the recommendations, which helps them pinpoint

students’ consequential learning barriers sooner. The gains thus reflect higher learning productivity

rather than more learning activity: students achieve more improvement with less practice time.

6. Concluding Remarks

This paper studies how self-paced online learning systems predict intervention need and allocate

teacher support when the intervention need is not directly observed and teacher capacity is limited.

We define intervention need at the student-skill level using sustained mastery, predict this need

from response-level clickstreams, and convert predicted probabilities into daily intervention schedules

under a capacity constraint. The results show that prediction-scheduling models substantially reduce

operating cost relative to instructor heuristics. They also show that models that use cross-student

information can perform better when individual histories are limited or noisy. On the scheduling

side, policies prioritizing predicted intervention need with a small waiting-time adjustment perform

best, and better prediction and scheduling can create “virtual capacity” by enabling teachers to

use their limited time more effectively. The field experiment provides complementary evidence that

recommendation-guided support increases score gains and learning efficiency while reducing learning

time. Efficiency gains are larger among students with stronger prior progress, while score gains

are larger among those with unresolved skill gaps. Instructors also report that the dashboard cuts

routine review time by roughly half.

The scope of the study suggests several directions for future research. The analysis uses data

from one online mathematics provider and focuses on relatively independent learners. Although the

field experiment provides evidence from actual deployment, it includes only four instructor clusters

and a four-week follow-up period. Larger and longer studies across multiple learning settings can

assess generalizability and longer-term effects. The simulation also assumes that an assigned inter-

vention resolves the student-skill need; future deployments can examine how outcomes vary with

teacher availability, intervention type and quality, and student response. Finally, the current frame-

work selects prediction models and scheduling parameters in two steps, leaving joint optimization of

prediction and scheduling rules for future research.
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Appendix A Features and Definitions

Table A.1: Complete feature list with definitions. († = log-transformed (log(1 + x)); ‡ = categorical
encoding)

Feature Definition

Group 1: Curricular Position and Mastery State

grade‡ Grade level associated with the current skill.

skill chapter id‡ Identifier for the chapter containing the current skill.

level begin Level at the start of the interaction (1 through 4, or 0 if in learning session).

level end Level after the interaction; advances on correct response, decreases on

wrong response.

distance to goal Number of levels remaining until Level 4 (= 4− level begin).

mean level same chapter Mean level across all skills in the same chapter, computed up to time t.

cum count chapter Cumulative number of interactions in the current chapter up to time t.

prior Number of prior sessions the student has completed on this skill before

the current session.

Group 2: Skill and Session History

session id‡ Session type: 0 = learning session, 1 = proficiency session, 2 = afficiency

session.

L num completed demo Number of demonstration problems completed in the current learning ses-

sion.

L num correct assisted Number of problems answered correctly with assistance in the current

learning session.

learning session cumcount Cumulative number of learning sessions the student has entered for this

skill.

cumulative regressions per skill Total number of times the student’s level has decreased on this skill up to

time t.

num resp skill Total number of responses the student has made on this skill up to time

t.

num other skills since last Number of distinct other skills practiced between the current and prior

encounter with this skill.

Group 3: Error Dynamics and Help-Seeking

curr resp Current response: 0 = wrong, 1 = correct, 2 = hint.

is quit correct Binary: 1 if the student ended the current session after a correct response.

is quit wrong Binary: 1 if the student ended the current session after a wrong response.

rolling accuracy last3 k Proportion of correct responses over the three most recent interactions on

this skill.

Continued on next page
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Table A.1 – continued

Feature Definition

level gain last3 k Net change in level over the three most recent interactions on this skill.

consecutive wrong k Length of the current streak of consecutive wrong answers on this skill.

same skill wrong Binary: 1 if the most recent prior interaction with this skill was a wrong

answer.

consec wrong day Length of the current streak of consecutive wrong answers across all skills

within the day.

cum wrong sess Cumulative wrong responses in the current session across all skills.

cum wrong day Cumulative wrong responses within the current day across all skills.

cum hints day Cumulative hints requested within the current day across all skills.

cum same skill day Number of times this skill has been encountered within the current day.

Group 4: Timing and Pacing

first ans time† Time (seconds) from question presentation to the student’s first response.

skill specified time system-designated expected completion time (seconds) for this question.

ans time ratio† Ratio first ans time / skill specified time; values above 1 indicate

slower-than-expected response.

cum time session Cumulative active time (seconds) in the current session up to time t.

cum time day† Cumulative active time (seconds) on the current day up to time t.

break time bw sessions Duration (seconds) of the break between the previous and current session;

0 for the first session of the day.

cum break time bw sessions† Cumulative break time between sessions within the current day up to time

t.

break ratio Ratio of cumulative break time to cumulative total time within the current

day.

rolling time ratio last3 Rolling mean of ans time ratio over the three most recent responses.

cumulative first ans time k† Cumulative sum of first ans time across all prior responses on this skill.

rolling first ans time3 k Rolling mean of first ans time over the three most recent responses on

this skill.

time since same skill† Time elapsed (seconds) since the most recent prior interaction with this

skill.

Group 5: Contextual

weekdays Binary: 1 if the current day is a weekday, 0 if weekend.

school year‡ Binary: 1 for school-year months (September through May), 0 for summer

(June through August).

time of day‡ Time period of the interaction: 1 = before noon, 2 = noon to 6 pm, 3 =

after 6 pm.
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Appendix B Robustness Checks for the Retrospective Simulation

Table B.1: Robustness to Alternative Definitions of Intervention Need

Definition
Reference

base
Residual-
correction Stacking

Focal-
weighted Individual

Instructor
heuristic 1

Instructor
heuristic 2

Instructor
heuristic 3

Panel A. Cost rate

7-day mastery window 15.86 15.92 16.13 22.73 33.39 75.42 42.64 35.36

21-day mastery window 18.19 18.20 18.75 25.13 36.41 78.85 45.58 38.48

Qs: 70th percentile 24.48 24.46 25.05 30.66 44.10 82.47 53.65 45.66

Qs: 80th percentile 12.14 12.10 12.28 16.16 26.37 72.22 35.84 29.94

Qs − 1 18.94 18.91 19.33 26.43 35.72 83.42 45.31 39.27

Qs + 1 14.15 14.12 15.18 20.81 33.73 69.21 40.75 33.15

Panel B. Optimized scheduling parameter α∗

7-day mastery window 0.035 0.028 0.017 0.010 0.035 1.000 1.000 0.011

21-day mastery window 0.036 0.030 0.015 0.013 0.025 1.000 1.000 0.016

Qs: 70th percentile 0.039 0.030 0.020 0.016 0.035 1.000 1.000 0.014

Qs: 80th percentile 0.050 0.036 0.037 0.008 0.025 0.500 1.000 0.016

Qs − 1 0.039 0.035 0.025 0.012 0.030 0.500 1.000 0.016

Qs + 1 0.044 0.032 0.015 0.015 0.021 1.000 1.000 0.015

Panel C. ROC-AUC

7-day mastery window 0.9728 0.9728 0.9683 0.9597 0.9308 0.7199 0.8884 0.9098

21-day mastery window 0.9708 0.9709 0.9664 0.9603 0.9275 0.7164 0.8867 0.9077

Qs: 70th percentile 0.9778 0.9778 0.9735 0.9696 0.9342 0.7285 0.8922 0.9199

Qs: 80th percentile 0.9650 0.9651 0.9600 0.9498 0.9199 0.7095 0.8826 0.8984

Qs − 1 0.9685 0.9685 0.9646 0.9584 0.9294 0.7220 0.8880 0.9049

Qs + 1 0.9754 0.9754 0.9703 0.9636 0.9250 0.7104 0.8811 0.9070

Notes: Results are for all students. The scheduling parameter α in p(1 + αW ) is reoptimized over the same validation grid
for each model and specification.
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Table B.2: Overall performance of various prediction models, Ci,wait(x) = 10x2 + x

Model or benchmark α∗
Cost rate

[5th–95th percentiles]
Waiting
cost rate

Missed-intervention
cost rate AUC

All students

Reference base 0.043 130.61 [88.45, 196.08] 130.22 0.38 0.972

Residual-correction 0.042 130.67 [88.36, 196.01] 130.29 0.38 0.972

Stacking 0.031 134.43 [94.70, 203.18] 133.99 0.44 0.968

Focal-weighted 0.018 179.26 [123.11, 265.56] 178.97 0.29 0.961

Individual 0.031 300.44 [236.95, 370.13] 299.95 0.49 0.930

Instructor heuristic 1 1.000 689.80 [601.69, 777.40] 689.17 0.63 0.717

Instructor heuristic 2 1.000 378.11 [314.47, 460.00] 377.63 0.48 0.887

Instructor heuristic 3 0.018 309.99 [243.99, 396.28] 309.69 0.30 0.913

Opt-in students

Reference base 0.043 114.06 [82.37, 147.67] 113.73 0.33 0.972

Residual-correction 0.042 114.16 [82.42, 147.40] 113.84 0.32 0.972

Stacking 0.031 111.78 [82.15, 151.47] 111.41 0.37 0.969

Focal-weighted 0.018 203.46 [138.69, 297.12] 203.13 0.32 0.958

Individual 0.031 192.93 [135.70, 258.90] 192.60 0.34 0.944

Instructor heuristic 1 1.000 683.76 [574.85, 794.24] 683.19 0.56 0.717

Instructor heuristic 2 1.000 350.21 [295.35, 410.80] 349.78 0.43 0.886

Instructor heuristic 3 0.018 282.20 [228.07, 360.60] 281.93 0.27 0.913

Opt-out students

Reference base 0.043 167.11 [82.23, 314.29] 166.62 0.49 0.970

Residual-correction 0.042 167.13 [81.12, 315.75] 166.64 0.49 0.970

Stacking 0.031 183.39 [99.17, 305.13] 182.83 0.56 0.966

Focal-weighted 0.018 135.06 [82.45, 208.32] 134.84 0.22 0.969

Individual 0.031 529.48 [327.61, 802.54] 528.69 0.79 0.911

Instructor heuristic 1 1.000 715.02 [480.31, 1011.44] 714.26 0.76 0.705

Instructor heuristic 2 1.000 441.76 [305.32, 678.23] 441.19 0.57 0.880

Instructor heuristic 3 0.018 373.73 [240.00, 604.62] 373.37 0.36 0.911

Notes: Total cost is
∑

is(10x
2
is + xis) + 0.1Nmissed, where x is waiting after true need arises. Models and common

test cases are unchanged; K = 5. Coefficients minimize opt-in validation cost (K = 4) on the original 58-value grid.
Rates normalize by pre-retrospective simulation true-need cases and average across 50 splits; brackets report the
empirical 5th-95th percentiles of split-level cost rates.
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Table B.3: Overall performance of various prediction models, Ci,wait(x) = 100x2 + x

Model or benchmark α∗
Cost rate

[5th–95th percentiles]
Waiting
cost rate

Missed-intervention
cost rate AUC

All students

Reference base 0.043 1286.67 [869.13, 1935.43] 1286.29 0.38 0.972

Residual-correction 0.049 1285.06 [863.38, 1935.17] 1284.67 0.40 0.972

Stacking 0.031 1323.89 [930.18, 2004.53] 1323.45 0.44 0.968

Focal-weighted 0.018 1772.93 [1214.85, 2631.14] 1772.64 0.29 0.961

Individual 0.031 2974.41 [2343.28, 3667.22] 2973.92 0.49 0.930

Instructor heuristic 1 1.000 6850.53 [5974.28, 7720.06] 6849.90 0.63 0.717

Instructor heuristic 2 1.000 3746.81 [3114.18, 4561.33] 3746.34 0.48 0.887

Instructor heuristic 3 0.018 3071.32 [2415.11, 3929.84] 3071.02 0.30 0.913

Opt-in students

Reference base 0.043 1123.27 [809.42, 1456.06] 1122.95 0.33 0.972

Residual-correction 0.049 1121.13 [807.23, 1454.94] 1120.79 0.34 0.972

Stacking 0.031 1100.00 [806.66, 1492.58] 1099.63 0.37 0.969

Focal-weighted 0.018 2012.82 [1369.66, 2944.66] 2012.50 0.32 0.958

Individual 0.031 1907.67 [1339.86, 2561.96] 1907.33 0.34 0.944

Instructor heuristic 1 1.000 6791.68 [5706.89, 7890.13] 6791.11 0.56 0.717

Instructor heuristic 2 1.000 3469.99 [2925.02, 4070.97] 3469.56 0.43 0.886

Instructor heuristic 3 0.018 2795.32 [2257.35, 3575.34] 2795.05 0.27 0.913

Opt-out students

Reference base 0.043 1647.25 [805.72, 3111.54] 1646.76 0.49 0.970

Residual-correction 0.049 1646.41 [797.03, 3083.08] 1645.90 0.51 0.970

Stacking 0.031 1808.19 [972.90, 3011.78] 1807.63 0.56 0.966

Focal-weighted 0.018 1334.80 [812.06, 2062.16] 1334.57 0.22 0.969

Individual 0.031 5247.48 [3237.93, 7965.70] 5246.70 0.79 0.911

Instructor heuristic 1 1.000 7099.05 [4761.70, 10057.90] 7098.29 0.76 0.705

Instructor heuristic 2 1.000 4378.56 [3019.86, 6734.84] 4377.98 0.57 0.880

Instructor heuristic 3 0.018 3704.50 [2375.09, 6002.06] 3704.14 0.36 0.911

Notes: Total cost is
∑

is(100x
2
is + xis) + 0.1Nmissed, where x is waiting after true need arises. Models and common

test cases are unchanged; K = 5. Coefficients minimize opt-in validation cost (K = 4) on the original 58-value grid.
Rates normalize by pre-retrospective simulation true-need cases and average across 50 splits; brackets report the
empirical 5th-95th percentiles of split-level cost rates.

5



Appendix C Calibrating Intervention Threshold

Table C.1: Intervention Threshold Qs by Skill Time

Skill time
(seconds)

Episodes
Median response
time (seconds)

Threshold Qs

(count)
Calculation method

15 374 8 9 p75
30 2620 8 12 p75
45 1928 10 14 p75
60 2419 10 15 p75
75 899 10 14 p75
90 2415 11 17 p75
105 314 11 17 p75
120 2368 11 18 p75 of pool 120s+135s
135 26 11 18 p75 of pool 120s+135s
150 822 11 18 p75 of pool 150s+165s
165 22 11 18 p75 of pool 150s+165s
180 1091 12 20 p75 of pool 180s+210s
210 134 12 20 p75 of pool 180s+210s
240 598 15 26 p75 of pool 240s+270s+300s+330s+360s
270 31 15 26 p75 of pool 240s+270s+300s+330s+360s
300 153 15 26 p75 of pool 240s+270s+300s+330s+360s
330 17 15 26 p75 of pool 240s+270s+300s+330s+360s
360 22 15 26 p75 of pool 240s+270s+300s+330s+360s

Notes: Skill time is the system-specified time limit for a response to count toward advancement at levels 3 and
4. An episode is a contiguous sequence of responses from the same student on the same skill. The episode starts
when the student first works on that skill and continues until the student reaches the sustained-mastery event
for that skill. Skill-time groups with fewer than 200 episodes are pooled with the nearest group or groups with
sufficient support before computing the median and 75th percentile.
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Appendix D Distribution of Unresolved True-Need Cases

Figure D.1: Distribution of true-need cases remaining at the end of the retrospective simulation
period
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Notes: Each curve summarizes 1,150 retrospective simulation instances (50 splits × 23 evaluation periods). At
each marker, the vertical axis reports the proportion of instances with no more than the corresponding number
of true-need student-skill cases still waiting after 28 days.
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Appendix E Pretreatment Balance Between Treatment and Control Groups

Baseline comparisons use the 22 complete weeks from January 5 through June 7, 2026. Table E.1

reports student-level means and standardized mean differences (SMDs).

Table E.1: Baseline characteristics, January 5-June 7, 2026

Characteristic Treatment Control SMD NT /NC

Reported score change 4.35 4.44 -0.02 99/61

Weekly platform points 105.01 95.05 0.13 99/63

Reported learning efficiency 67.41 65.22 0.05 99/63

Active days per week 2.84 2.62 0.13 106/69

Learning hours per week 1.64 1.51 0.11 106/69

Final-response accuracy 0.952 0.955 -0.08 99/64

Wrong-response rows per week 11.82 12.00 -0.02 106/69

Unique skills per week 22.58 24.32 -0.11 106/69

Share reaching Level 4 0.929 0.915 0.08 99/64

School grade 6.74 7.30 -0.32 106/69

Mean practiced grade 6.40 6.35 0.03 99/64

Notes: The fixed roster contains 106 treatment and 69 control students. Baseline performance and activity measures
use January 5-June 7, 2026 (22 complete weeks). Means weight students equally and exclude missing values separately
by measure; NT /NC reports observed treatment/control students.
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Appendix F Author-Designed Web-Based Dashboard

(a) Student activity watchlist

(b) Math weekly trend

(c) Learning time

Figure F.1: Dashboard available to both treatment and control groups
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(a) Recommended-skill cases

(b) Recommendation details

Figure F.2: Additional dashboard for treatment group
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Appendix G Goal Adjustment and Offset Selection

Table G.1: Pretreatment diagnostics for goal adjustment and offset choice

Panel A: Evidence of limited room near the score goal

Mean raw gain by starting-score band

Starting score below 20% of Mg 0.163

Starting score at 20-40% of Mg 0.161

Starting score at 40-60% of Mg 0.189

Starting score at 60-80% of Mg 0.169

Starting score at 80-90% of Mg 0.159

Starting score at 90-95% of Mg 0.113

Starting score at 95-100% of Mg 0.052

Panel B: Sensitivity to the offset

Offset δ Skewness Top 1% of net gain

1 0.597 22.26%

2 0.502 18.27%

3 0.572 16.55%

4 0.676 15.60%

5 0.784 14.98%

Notes: The diagnostics use 72,707 pretreatment sessions between January 5-June 7, 2026. Mg denotes the
grade-specific score goal. Proximity percentages are based on starting scores capped at Mg. The top-1% column
reports the share of net transformed gain contributed by the sessions with the largest transformed gains.
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Appendix H Robustness Checks for the Field Experiment

Table H.1: Pre-intervention placebo estimates: May 11-June 7, 2026 (baseline: January 5-May 10)

Outcome
Original

assignment
Alternative
assignment

Goal-adjusted score change −0.452 0.514

(0.756) (0.733)

Learning time 0.942 −4.442

(4.893) (4.511)

Learning efficiency 0.418 0.357

(0.605) (0.591)

Notes: Instructor-clustered standard errors are reported in parentheses. Significance levels are based on two-sided,
null-imposed Webb wild-cluster bootstrap p-values, enumerating all 1,296 instructor-level weight vectors. ∗p < 0.10;
∗∗p < 0.05; ∗∗∗p < 0.01.

Table H.2: Difference-in-differences results across cumulative follow-up windows

Outcome
First
week

First two
weeks

First three
weeks

Goal-adjusted score change 2.473 2.410∗ 1.892∗

(1.795) (0.904) (0.547)

Learning time −36.166 −21.228 −26.581∗

(21.158) (22.337) (16.193)

Learning efficiency 2.434 2.008∗ 1.485∗∗

(1.010) (0.267) (0.076)

Notes: Instructor-clustered standard errors are reported in parentheses. Significance levels are based on two-sided,
null-imposed Webb wild-cluster bootstrap p-values, enumerating all 1,296 instructor-level weight vectors. ∗p < 0.10;
∗∗p < 0.05; ∗∗∗p < 0.01.
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